


HPC FP64 Bandwidth GB/s
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Compute Building Block of Xe GPUs

8
Vector
Engines

8
Matrix
Engines

Load / Store 

512 B/CLK

Cache

L1$/ SLM (512KB),  I$512 bit
per engine

4096 bit
per engine



Core

Vector Engine
(ops/clk)

Matrix Engine 
(ops/clk)

256 FP32

256 FP64

512 FP16

2048 TF32

4096 FP16

4096 BF16

8192 INT8



Slice



Slice

16 Xe – cores

8MB L1 Cache



Slice

16 Ray Tracing Units

Ray Traversal

Bounding Box Intersect.

Triangle Intersection

16 Xe – cores

8MB L1 Cache



Slice

1 Hardware Context

16 Ray Tracing Units

Ray Traversal

Bounding Box Intersect.

Triangle Intersection

16 Xe – cores

8MB L1 Cache



Stack

Up to 

4 Slices 

64 Xe - cores

64 Ray Tracing Units

4 Hardware Contexts

8 Xe Links

1 Media Engine

4 HBM2e controllers 

L2 Cache



2 - Stack

16 Xe Links

2 
Media
Engines

8
HBM2e 
controllers 

8 Slices

128 Xe - cores

128 Ray Tracing Units

8 Hardware Contexts



Link

High Speed Coherent 
Unified Fabric  (GPU to GPU)

Load/Store, Bulk Data Transfer & 
Sync Semantics 

Up to 8 Fully Connected GPUs 
through Embedded Switch



Xe-Link

Xe - Link

Xe-Link

Xe - Link

Xe-Link

Xe - Link

Link for Scalability

Xe - Link

Xe-Link



Xe-Link

Xe - Link

Xe-Link

Xe - Link
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Link for Scalability

Xe - Link

Xe-Link



Xe-Link

Xe - Link

Link for Scalability

Xe - Link

Xe-Link



Link for Scalability
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Xe -Link



8x System Compute Rates

Up to

32,768
FP64 Ops/CLK

Up to

32,768
FP32 Ops/CLK

Matrix 

Up to

262,144
TF32 Ops/CLK

Up to

524,288
BF16 Ops/CLK

Up to

1,048,576
INT8 Ops/CLK

Vector X
e

 -
L
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k

X
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-L
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k
Xe - Link

Xe -Link







New SOC Architecture

New IP Architecture

New Memory Architecture

New I/O Architecture

New Packaging Technology

New Power Delivery Technology

New Interconnects

New Signal Integrity Techniques

New Reliability Methodology

New Software

New Verification Methodology



Ponte 
Vecchio
SOC

EMIB Tile

Multi Tile Package

Compute Tile

Xe Link Tile

HBM Tile

Base Tile

Foveros

Rambo Tile

>100 Billion Transistors

47 Active Tiles

5 Process Nodes



Scale of Integration 

Foveros Implementation

Verification Tools & Methods

Signal Integrity, Reliability & Power Delivery

Key Challenges

Ponte 
Vecchio

EMIB Tile

Multi Tile Package

Compute Tile

Xe Link Tile

HBM Tile

Base Tile

Foveros

Rambo Tile



Ponte 
Vecchio
Compute Tiles

Compute Tile

Built on

TSMC
N5

Bump Pitch

36um
Foveros

L1 Cache

4MB
Per Tile 

Per Tile

8 
Xe - cores



EMIB

MDFI

HBM2e

Ponte 
Vecchio
Base Tile Base Tile

Built on

Intel 7
FOVEROS

Area

640mm2

L2 Cache

144MB
Host Interface

PCIe 
Gen5



Ponte 
Vecchio
Xe Link Tile 

Xe Link Tile

Built on

TSMC N7

Up to

90G
Serdes

8 ports 

Embedded

Switch

Per Tile

8 Xe Links



Ponte 
Vecchio
Execution Progress 

A0 Silicon Current Status

FP32 Throughput

Memory Fabric
Bandwidth

Connectivity
Bandwidth



Accelerated Compute  Systems

Ponte Vecchio 
OAM 

Ponte Vecchio 
x4 Subsystem  
with Xe Links  

Ponte Vecchio x4 Subsystem  
with Xe Links  

+ 2S Sapphire Rapids



Overcoming Separate CPU and GPU Software Stacks

Low-level Libraries Languages

Middleware, Frameworks & Runtimes

Applications & Services

Hardware Abstraction Layer

CPU-Optimized Stack GPU-Optimized Stack

Low-level Libraries Languages

Middleware, Frameworks & Runtimes

Applications & Services

Hardware Abstraction Layer

CPU GPU



Middleware, Frameworks & Runtimes

Applications & Services

Compute Hardware

Hardware Abstraction Layer

CPU GPU

...

Low-level Libraries

CPU & XPU - Optimized Stack

Languages

oneMKL oneDNN oneDAL oneVPL

oneTBB oneCCL oneDPL
Other 
Libraries

DPC++

Other Languages

Level Zero

Open, Standards-Based
Unified Software Stack

Freedom from proprietary programming models

Full performance from the hardware

Piece of mind for developers



oneAPI Industry Momentum

Cross-Vendor

Arm CPUNvidia GPU

AMD GPUHuawei ASIC

Evolving Spec

+ Graph interfaces for Deep Learning workloads

+ Advanced raytracing libraries



Industry Momentum

ISVs & OSVs

End Users

OEMs & SIs

National Labs

Universities & Research Institutes CSPs & Frameworks

UNIVERSITY OF 
CAMBRIDGE

University 
College London

Indian Institute 
of Science 
Bangalore

Indian Institute of 
Science Education 
& Research Pune

Theoretical and computational 
Biophysics Group

Indian Institutes of 
Technology 
Delhi / Kharagpur 
/ Roorkee



Toolkits v2021.3 
Available Now

>300 Applications

Deployed in market using Intel® oneAPI
language & libraries

>80 HPC & AI Applications

Functional on Intel Xe HPC
using Intel® oneAPI

>200K Developers

Unique installs of Intel® oneAPI product 
since Dec’20 release


