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Al IS EVERYWHERE

“Find where | parked my car” “Find the bag | just saw “What movie should
in this magazine” | watch next?”



FUELING ALL INDUSTRIES

Increasing public safety with smart Providing intelligent services in Separating weeds as it harvests,
video surveillance at airports & malls hotels, banks and stores reduces chemical usage by 90%



Al & DEEP LEARNING:
THE HPC «KILLER APP>



Structural Analysis

N-body Simulation

Numerical models to understand
and predict physical and biological
behavior

Based on the laws of physics —
motion, gravity, mass-energy,
thermodynamics, electrostatics

Computational methods like
PDE, FEM, MC, LA




“What’s happening”

DATA SCIENCE

“What does she mean?”

Combinatorial explosion
Incomplete information
No laws-of-physics equations exist

Deep learning extracts multi-
dimensional features from data

Breakthrough for Al




DEEP LEARNING

IS A SUPERCOMPUTING CHALLENGE

DATA TRAINING
PIPELINE PIPELINE

PROCESS
AUGMENT
AUTO LABEL
MANUAL LABEL
CURATE

PETABYTES OF DATA
PETAFLOPS MACHINE

q

MODEL CONFIGURATION
HYPERPARAMETER TUNING
MODEL TRAINING

100’s OF PETAFLOPS TO
EXAFLOPS MACHINES

INFERENCING

RECOGNIZE
CLASSIFY
PREDICT

GENERATE

100’s OF GIGAFLOPS
TO TERAFLOPS




THE ENGINE FOR Al SUPERCOMPUTING

Future supercomputers designed for
computational and data science

Strong CPU - Variable Precision
Computation - High-Speed Links

4X 5.3 TF FP64

4X 10.6 TF FP32

4X 21.2 TF FP16
640GB/s NVLink




Al IS THE PATH TO EXASCALE

Processor Trends

GPU -Computing perf

°°
Single-threaded perf
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. /// Icahn School of Medicine at
beneVOIan.Cll Mount Sinai

Accelerating Targeted Predicting Disease Reducing Cancer Diagnosis
Drug Development from Medical Records Error Rate by 85%




() Alibaba Cloud ﬁ'a‘r‘nazpn
aliyun.com web services

IBMCloud  Microsoft Azure

GPU DL-as-a-Service

Caffe Ch{a?n.er EmK

@xnet PaddlePaddle
Baidu Deep Leaming

*
Tensorflow  theano s torch

F o R e .6
g g

Advance GPU Deep Learning Accelerate Every Framework GTC, DLI, Inception



124 NVIDIA DGX-1 “Rocket for Cancer Moonshot”

Fastest Al Supercomputer in TOP500

4.9 Petaflops Peak FP64
19.6 Petaflops Peak FP16

Most Energy Efficient Supercomputer

#1 Green500
9.5 GFLOPS per Watt

. Rocket for Cancer Moonshot
cancer MoonsHoT — CANDLE Development Platform
\_/ Common platform with DOE labs — ANL, LLNL,
ORNL, LANL




NVIDIA Al COMPUTING FOR EVERY INDUSTRY

»

Microsoft Azure
-~

CANDLE
(e [T]

The Microsoft Q'
Cognitive Toolkit

TOMTOM®

JArgonne6 L‘Nt ILbo try

PowerAl Toolkit
Minsky

e IATIONAL

=
- Los Alamos RGP
NAIIU)JA:}}{-::.'HAIUV.\ \

OAK

RIDGE e
Y '|""'_'—'I,',j.‘ E N ERGY

| FAsROBOTsROBOMACHINE

Al Transportation Al Factory Al Healthcare

Al Enterprise




MACHINE LEARNING &
DEEP LEARNING



THE BIG BANG IN MACHINE LEARNING

BIG DATA

DNN

OThe GPU is the workhorse of modern A.l. ”

17 <4 NVIDIA.



MACHINELEARNING IN A NUTSHELL

LIVE DATA ANALYSIS PREDICTION
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MACHINELEARNING IN A NUTSHELL

LIVE DATA ANALYSIS PREDICTION
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MACHINELEARNING & DEEP LEARNING

Machine Learning

Neural Networks

Deep
Learning




TRADITIONAL MACHINE PERCEPTION

Hand-tuned features

Raw data

Source: courtesy of Andrew Ng, Stanford U.

Feature extraction

™

Classifier/
detector

SVM,
neural net,
é

4

HMM, neural net,

e

Clustering, HMM,

LDA, LSA
é

m

™

Speaker ID,
peech transcripti

Topic
classification,
machine
translation,
sentiment
anal ysi s é 22 <ANVIDIA.



NEURAL NETWORKS APPROACH

Loss function output

Model

L

: Raccoon

assi i er o

P

Model

(same structure)
Source: courtesy of Andrew Ng, Stanford U. 23 SANVIDiA.



DEEP LEARNING—
A NEW COMPUTING MODEL

“Software that writes software”

LEARNING
ALGORITHM

“millions of trillions
of FLOPS”

“little girl is eating
(A lot of) Labeled Data piece of cake"

24 <4 NVIDIA.



DEEP NEURAL NETWORK

Today's Large

N
'___klo W. j | 5 o Networks

L B (.,,ﬂ " ~10 layers

1B parameters
10M images
~30 Exaflops
~30 GPU days

Human brain has trillions
of parameters —1,000
more.

Input Result

|l mage source: oOUnsupervised Learning of HierarchicallCMRROI &Comm. AGM201d.ns wi tﬂ-’ @'ﬂlibi)Al ut
Honglak Lee, Roger Grosse, RajeshRanganath, and Andrew Ng.



AMAZING RATE OF IMPROVEMENT

Image Recognition Pedestrian Detection Object Detection
IMAGENET CALTECH KITTI
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96% e CV-based ® DNN-based
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DEEP NEURAL NETWORKS 101



Bl OLOGI CALLY

impulses carried
toward cell body

R\

nucleus

branches
of axon

dendrites

axon
terminals

impulses carried

away from cell body
cell body

Z( wo

axon from a neuron

w1

| NSPI REI

*® synapse

Wwoxo

cell body

Wo T

A cartoon drawing of a biological neuron (left) and its mathematical model (right).

Source: @karpathy U.Stanford course CS231n http://cs231n.github.io/

\ 4

Zw,-:ci +b

i

f (Z w;x; + b)

output axon

activation
function

28 <A NVIDIA.



ACTIVATION FUNCTION

Sigmoid - squashes to range [0,1] , (0@ —— iV ‘,;f
Tanh - squashes to range [-1, 1]. s | -[;f"'

L L
=10 -5 5 10

ReLU - SquaSheS tO I‘ange [O, 1 ] “Q(b) d (I) CAD-[F[‘D) Left: Sigmoid non-linearity squashes real numbers to range between

[0,1] Right: The tanh non-linearity squashes real numbers to range
between [-1,1].

... many more in literature

0.54 \

0254 S

Training error rate

Epochs

Left: Rectified Linear Unit (ReLU) activation function, which is
zero when x < 0 and then linear with slope 1 when x > 0. Right: A
plot from Krizhevsky et al. (pdf) paper indicating the 6x
improvement in convergence with the ReLU unit compared to the
tanh unit.

29 <ANVIDIA.


http://www.cs.toronto.edu/~fritz/absps/imagenet.pdf

FEEDFORWARD NEURAL NETWORKS

Multilayer architecture

Deep nets: with multiple hidden
layers

Efficient training enabled with
backpropagation, in 1974

Each neuron and each weight
parameter is just a single
floating point number




Machine Learning Software

Forward Propagation

Backward Propagation
< .

Compute weight update to nudge
from Aturtl eo

31 <ANVIDIA.



Machine Learning Software

Forward Propagation

Training

Backward Propagation
< .

Compute weight update to nudge
from Aturtl eo

Trained Model

32 <ANVIDIA.



Training

Inference

Machine Learning Software

Forward Propagation

Backward Propagation

< |

Compute weight update to nudge
from Aturtl eo

Trained Model

33 <ANVIDIA.



TRAINING VS INFERENCE

forward “car”
?
backward error
forward
» ‘“‘car”

/Smaller,
varied N

INFERENCE

34 <ANVIDIA.



CONVOLUTIONAL NEURAL NETWORKS

Local receptive field + weight sharing

C3: 1. maps 16@10x10

C1: feature maps S4: f. maps 16@5x5
INPUT 6@28x28 s 1e@

S2:f. maps C5: layer .
6@14x14 120 I;li. layer C;gTPUT

Introduced by Yann LeCun et al in 1998
MNIST: 0.7% error rate

35 <4NVIDIA.



CONVOLUTION

Center element of the kernel is
placed over the source pixel.
The source pixel is then
replaced with a weighted sum
of itself and nearby pixels.

//
/ /
/
_—1 |
/
_—1 |
/
_—1 |
Convolution // =
kernel ° // |
New pixel value // // |
(destination // //
pixel) — // //
// //
//
" 36 <4INVIDIA.




POOLING LAYER (SUBSAMPLING)

224x224x64 ; >
1195119x64 Single depth slice
A
poes d . [ [1]1]|2]4
max pool with 2x2 filters
: 516 |7]| 8 and stride 2 6 8
l 1 3 | 2 EES 3| 4
112 3914
~ o 112
224 downsampling
112 >
224 y

Pooling layer downsamples the volume spatially, independently in each depth slice of the input volume. Left: In this example,
the input volume of size [224x224x64] is pooled with filter size 2, stride 2 into output volume of size [112x112x64]. Notice that
the volume depth is preserved. Right: The most common downsampling operation is max, giving rise to max pooling, here
shown with a stride of 2. That is, each max is taken over 4 numbers (little 2x2 square).

Source: @karpathy U.Stanford course CS231n http://cs231n.github.io/

37 <ANVIDIA.



RECURRENT NEURAL NETWORKS

AL
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D




RECURRENT NEURAL NETWORKS

Output Layer
/

/ N
é/b W Hidden Layer —»{ —» j;—»(f —»
w2 w2 / w2 w2
NN LY j:

Input Layer - | |

RNN Backpropagation: Rumelhart, Hinton, Williams, 1996

Source: courtesy of Alex Graves, TUM and Boris Ginzburg, NVIDIA 39 nNVIDIA.



RECURRENT NEURAL NETWORKS

W Output Layer
/. / DN (

é/b W Hidden Layer W—ZN f T\f ,,:;
\*‘\\\ AN ///'*

Input Layer

RNN Backpropagation: Rumelhart, Hinton, Williams, 1996
LSTM Cell: Hochreiter and Schmidhuber, 1997

Source: courtesy of Alex Graves, TUM and Boris Ginzburg, NVIDIA 40 nNVIDIA.



REINFORCEMENT LEARNING

Prediction becomes action

Action a;

Enwronment

Reward r,

State sy, 4

Reinforcement Learning Setup

http://www.ausy.tu-darmstadt.de/



http://www.ausy.tu-darmstadt.de/
http://www.ausy.tu-darmstadt.de/
http://www.ausy.tu-darmstadt.de/
http://www.ausy.tu-darmstadt.de/
http://www.ausy.tu-darmstadt.de/

GOOGLE DEEPMINBLPHAGOCHALLENGE

o

« 00:01:00

QQ.O

At last — a computer program that
can beat a champion Go player PAGE 484 A I p h a G O
ALL SYSTEMS GO

42 NVIDIA.



ACTIVE LEARNING

+—

Data Scientist

- Network

Dashboard

DGX1: Train

O'g Model

Vehicle

=

Drive PX: Deploy

P\

E Classification
Detection
Segmentation



GPU DEEP LEARNING



[HE LEARNING MACRINES

Using massive amounts of data to recognize photos and speech,
deep- learning computers are taking a big step towards true artificial inteiligence.

BEFORETESLA AFTER TESLA

Cost $5,000K S200K

Servers 1,000 Servers 16 Tesla Servers
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GPUS AND DEEP LEARNING

NEURAL
NETWORKS
Inherently “
Parallel H
Matrix H
Operations
FLOPS "H
Bandwidth H
GPUs deliver --

- same or better prediction accuracy

- faster results

- smaller footprint

- lower power

46 <ANVIDIA.



POWERING THE DEEP LEARNING ECOSYSTEN

NVIDIA SDK accelerates every major framework

COMPUTER VISION SPEECH: AUDIO NATURAL LANGUAGE PROCESSIN(

OBJECT DETECTION IMAGE CLASSIFICATION VOICE RECOGNITION LANGUAGE TRANSLATION RECOMMENDATION ENGINES ~ SENTIMENT ANALYSIS

IMAGENET

DEEP LEARNING FRAMEWORKS

Caffe  DL4J Otk mxnet D T oo
Q’ Deeplearning4j Mocha.jl Lo KERAS TensorFlow
Chainer JUIIa MatConvNet MINERVA !OpenDeep P}’leﬂmz t heano
NVIDIA DEEP LEARNING SDK
TensorRT DeepStream SDK CuBLAS cvu'S\IiéRSI% NCCL

=

developer.nvidia.com/deep-learning-software



TORCH

NYU facebook Berkeley

THEANO MATCONVNET

. " " Fos%  UNIVERSITY OF
Université () OXFORD
de Montréal =g

EVERY DEEP LEARNIN
FRAMEWORK IS *
GPUACCELERATED BE:RCK"; gt Nl
| Google

Microsoft




cuDNN

Deep Learning Primitives

IGNITING ARTIFICIAL
INTELLIGENCE

developer.nvidia.com/cudnn

GPU-accelerated Deep Learning
subroutines

High performance neural network
training

Accelerates Major Deep Learning
frameworks: Caffe, Theano, Torch

Up to 3.5x faster AlexNet training
in Caffe than baseline GPU

Tiled FFT up to 2x faster than FFT
2.5x

2.0x

1.5x

1.0x

0.5x

0.0x

S I A e (A S

I

FEEEEE

Millions of Images Trained Per Day

100
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50
40
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20
10
0

cuDNN 1 cuDNN 2 cuDNN 3 cuDNN 4

Caffe
Ten;gow I torch

B Microsoft

CNTK

w KERAS  theano

o MINERVA  DL4J

Deeplearning4j

Chainer

MatConvNet



http://developer.nvidia.com/digits
http://developer.nvidia.com/digits

NVIDIA DIGITS

Interactive Deep Learning GPU Training System

Interactive deep neural network development
environment for image classification and object
detection

Schedule, monitor, and manage neural network training
jobs

Analyze accuracy and loss in real time
Track datasets, results, and trained neural networks

Scale training jobs across multiple GPUs automatically

developer.nvidia.com/digits




A COMPLETE DEEP LEARNING PLATFORM

>

{

DIGITS TENSOR RT (GIE)

v’

—

Caffe Ttorch

MANAGE / AUGMENT

EMBEDDED DATA CENTER  AUTOMOTIVE



DEEP LEARNING EVERYWHERE
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