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Optimizing with HPC

* One of the most important techniques for optimizing HPC is to exploit the
unique features of the specific problem to be solved or the software to be
used.

* e.g. using the features of the sparse matrixes to reduce the memory needed to solve
specific problems.

 Even in many cases, by exploiting the features of the architecture of the
underlying hardware.

* e.g. using GPUs, FPGAs, taking into account the size of cache memory or using
specific features of the CPUs.

* The problem is that the solutions are very tightened to those unique features
* The unique features constrain the environment in which the problem can be solved.



Example of HPC facility: BSC

“a

e Mare Nostrum
e Linux SUSE

* Minotauro
* Red Hat Enterprise Server

e Compilers libraries from different
suites (that probably means different
versions)

* BullX Cluster Suite, Intel Cluster Studio.

e Others

* PGl Accelerator Fortran Server, NVIDIA
CUDA Toolkit, OpenMPI, etc.

Minotauro

!



Example of HPC facility: CESVIMA

* Itisin the “Red Espanola de
Supercomputacion”

* We can check the list of available
software in its web page
* http://www.cesvima.upm.es/infrastr
ucture/hpc

* There are a lot of applications (99
in the listing)

 But they also have a lot of versions




Mixed applications and libraries

* At the end, the different Operating Systems, applications, libraries, etc. are
there because the users need them.

* Some simulations need specific applications that only run under a specific flavor of
operating system and use a specific version of a library.

* The same applies to the applications developed by the scientists.

* But making that all the possible combinations are available for the users is
usually a headache for the sysadmin.
 Different versions of an application.
* Different versions of the same library.
* Incompatible libraries.




Sysadmins have a lot of pieces to connect
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... and then the Virtual Machines came

 With the advent of virtualization, it seemed that the Virtual Machines were
the solution for this kind of problems.

* They are whole hosts that
* Encapsulate the particular 0S, flavor, configuration, etc.
* They include the applications ready and configured, the libraries that it needs, etc.
* If needed, there are a lot of configuration of the so-called Virtual Appliances.

e And... Users know how to deal with hosts

* |t should be enough to virtualize the host that is
being used to solve the problems.




But the VMs have problems

* The VMs are whole hosts.

 They need to be integrated with the existing infrastructure
* e.g. connect to shared folders, domain, particular devices, etc.

* Itis needed to wait for a whole booting process.

* The size of disks is very big
* The whole 0S, the apps, the libraries, etc. means GBs. to store and to transfer.
* Also they need additional swap, scratch, etc.

* Need of virtualization extensions.

* And... in the context of HPC they are discarded because
of the overhead on the CPU and /0, which results in
low performance.




But now we have the Containers

* They seem to be lightweight Virtual Machines... but they are not.

* The containers can be used as Virtual Machines ,;,

* |tis possible to a SSH connection to them, install software, execute
applications, deal with the network, etc.

* “is an operating-system-level virtualization method for running
multiple isolated Linux systems (containers) on a control host
using a single Linux kernel.” - Wikipedia (Linux Containers). ¢

 Containers can be seen as logically isolated virtual
environments.



Differences between VMs and Containers

Imagesfrom http://www.docker.com/what-docker

e e




What are containers

 Containers are somehow “chroot” along with other features
* namespaces, cgroups, copy-on-write filesystems, etc.

* The key underlying technology is not new...

* The implementation of “namespaces” started about 2002 and completed about
2013 (“user namespaces”).




Container technology

* groups
* Resource metering and sharing

(memory, CPU, 1/0).

* namespaces

* |solation of PIDs, Network, Mounts,
UTS’ IPC and User. System Call Interface

* Copy on Write storage

+ Linux Security Modules

* Apparmor, SELinux, etc. and Image from https://tinyurl.com/g5hdmyu
capabilities (e.g. CAP_SYS_ADMIN)

Ixc Linux Container Tooling

User Space

==
=\
\

GLIBC / Pseudo FS / User Space Tools & Libs

Kernel Space




Some features of the containers

» Small footprint of the images and the memory

* It only needs the memory related to the processes and the disk size related to the
content (it does not need a whole system with drivers, etc.).

* Do not need to include a disk, because it will use the disk of the host.

* Fast startup

 Containers does not need to start the whole system: they just need to start the
processes involved in the container.

* Portability

 The containers include the applications along, with the libraries. So the users are
able to re-produce their runs and to move the whole environment used in their
desktop to the cluster.



Hey, wait a minute...

how we managed to talk about containers?



Containers seem to be interesting, but...

| thought that this
was about HPC!



How can Containers help to HPC

 Containers create processes that see a customized system
* A specific network stack, an isolated filesystem, a set of processes, etc.

* That means that (e.g.) you can spawn a CentOS filesystem inside a running
Debian root filesystem.

* The applications in the container are agnostic about what
IS happening.
 They behave as if they were using a whole dedicated system.

* Itis possible to isolate the containers up to our needs.

* But we can allow the access to existing folder or devices to
the processes.

* e.g. shared filesystem, scratch folder, block device, GPU, etc.




But... what about performance?

* In the case of containers, there sfou/d notbe any kind of performance loss.

* Why?
* Because all the processes are already in the root cgroup and
a namespace, as it is a part from the kernel.

 So they are already affected by the cgroups and
namespaces overhead even if they are notin a
container.

* At the end, the root cgroup and namespace is able
to see and to manipulate all the processes and
namespaces in the system.




What Containers to choose?

* Anyone interested in Containers has listened about Docker, LXC, runC, etc.

At the end, the support is in the kernel and each of buils on top of the same
technology and provides different additional features and ecosystem.

* The final purpose can focus us

 LXC and others are focused in providing containers as ¢
if they where a whole host.

* Docker is focused in isolating applications.

 The ecosystem, unique features, etc. can also
help our choice.




Docker engine

* We are focusing in Docker engine

* Why?
* We want to run applications.
* We do not want to integrating new whole machines in our system.
* It has unique ecosystem.

* Docker Hub with lots of applications already packed.

* The Dockerfile mechanism that eases the creation and
distribution of images.

* The usage of layered file systems that reduce the footprint
of the image of the container.

* Docker seems to be the winner hype.
e Well... and the whale is really cool ;)




A bit of background

Docker essentials



How Docker works

* Deploying a Docker container is as easy as issuing a command like this.
docker run -it ubuntu /bin/bash 3

* And now we will have a running Ubuntu container.

* What happened here...

* Docker checked the local image registry to determine wether the
image called “ubuntu:latest” is available or not.

* Ifitis not available in the local registry, Docker engine will search
foritin the dockerhub global registry and it will download if it is found.

* Docker engine makes its magic (prepares a folder, creates the network, etc.).

» Starts the process /bin/bash, jailed with the proper cgroups, namespaces, folders
and devices.




Docker particular features

 When we start a Docker container, we have to issue one command.
* This is because Docker is focused in isolating applications.
* That means that no other app was ran before (i.e. no boot process and no services).

* When we start a Docker container, we can request Docker engine to expose
particular network ports. -

* Docker is focused in applications and we should only expose
the ports needed for the application.

* That means that the containers do not have an IP address and its
ports available for the outern world.

* Instead Docker maps the requested ports to other ports in the IP address from the host.

* Docker containers do not have access to the devices (e.g. cannot mount).




Bypassing these “particular features”

* Acommand can be a script that starts a set of services.
* S0 we can start some services before running an application.

* We can workaround the network if needed.
* Adding a new interface to the container and assign it an IP address.
 Using the --net=host to gain access to the network namespace from the host.

* We can map devices in the host to the container
* And it will have access to these devices (-v /etc/passwd:/etc/passwd:ro)

* [f needed we can give privileged access to the container

* The container will have access to all the devices in the system, and also to the
system calls that need CAP_SYS_ADMIN



Docker Ecosystem

* The key for Docker to be a winner hype
IS in its ecosystem.

* Docker has a lot of friends that helps to
exploit the containers.

e Some of the most important for us

* Dockerimages and the Dockerfile
mechanism.

* The Dockerhub image registry.

* The Dockerswarm cluster
management tool.




Dockerimages

* A Dockerimage is a set of files that will form the root filesystem of the
container.

* The images are based in layered filesystems

 Each layer builds on top of the previous one.
* That means that a layer adds, removes or modifies from the filesystem in the previous state.

* Differentimages can share layers.
A copy-on-write mechanism is used to speed-up container boot up process.

e Concept
* Have a base layer (e.g. base root filesystem of an 0S).
* Each application installed will be a layer.
 The configuration of the applications to work together is another layer.



Dockerfile

* The Dockerfile mechanism helps us to redistribute the containers and
ensure that they will have the same content in different systems.

* Is somehow a “recipe” on how to get to the desired container.

FROM ubuntu:14.04.4

RUN apt-get update && apt-get install -y libmunge2 libpg5 openssl-blacklist munge
libmunge-dev gcc make bzip2
RUN wget http://www.schedmd.com/download/archive/slurm-14.11.3.tar.bz2 -0

/tmp/slurm.tar.bz2 && cd /tmp && tar xjf slurm.tar.bz2 && cd /tmp/slurm-14.11.3 &&
./configure && make && make install

RUN useradd -m -s /bin/bash slurm && echo 'slurm:slurm' | chpasswd && mkdir -p
/var/spool/slurm /var/log/slurm /var/slurm/checkpoint && chown slurm:slurm
/var/spool/slurm /var/log/slurm /var/slurm/checkpoint

* Itincludes commands to add files, expose ports, include metadata, etc.



DockerHub

* DockerHub (https://hub.docker.com)

* |s a repository of already created public containers.

* Most of the containers entries includes Dockerfiles that enable to inspect what the
container contains.

* ltis possible to include a whole image in the registry.

* In case that we do not want to offer our images to QO
the public, we can host a private docker registry. <«
* Docker registry is distributed as a Docker container. %:

» We just need to provide a storage backend (e.g. a folder) -
in which the entries of the registry are stored.




DockerSwarm

* Dockerswarm is a Cluster Management Tool that enables to use different
Docker engines as a single system.

* [tis the somehow same than a Batch Queue System in HPC (e.g. Slurm).
» Schedules Docker containers instead of jobs.

* It also makes other tasks
* e.g. creating overlay networks that span across hosts.




Different approaches
Depending o which level we deploy the

Integratlng contalners in HPC



1. Cluster built with containers (i)

e Scenario

 Having a cluster with docker installed in its nodes and a mechanism to coordinate
the Docker engines.
* Docker swarm or custom configuration.

* Multiple containers are launched and one of them will include a Slurm front-end to
which the users could submit Jobs.

* Tools

» EC4Docker automates the process
* https://github.com/grycap/ec4docker



1. Cluster built with containers (ii)

* Pros

 Having a Virtual Cluster.
 Scale the nodes, overcommiting, tailored images, etc.

* Cons
* We will have to manage two clusters: the Swarm and the HPC, with their services (or
sharing some of them).
* We can also separate services and run them as independent containers (e.g. LDAP server).

 Will have a single image for all the nodes unless we try to run different images
and create a mechanisms to separate them (maybe create different queues?).



2. Per-app container built cluster (i)

e Scenario
 Similar to the previous one.
* A cluster built by virtual containers is deployed when a run is requested.

 Several approaches.
* The nodes are delivered to the user without any cluster tool.
 Each virtual cluster will include a Slurm front-end to the nodes.

* Tools

* Desy at CERN is beta-testing one tool using the approach.
* They enable to submit Jobs to Slurm, and a cluster of Docker nodes is created on job startup.
 Later custom tools to run the Jobs are needed inside the cluster.
* https://confluence.desy.de/display/1S/Docker+containers+on+Maxwell

 EC4Docker will need a Cluster as a Service tool.



2. Per-app container built cluster (ii)

* Pros

 Having a virtual cluster with images adapted to the runs.
 Each run will use a containerimage that meets the requirements of the run.

* Need to manage only the underlying cluster as the other clusters are ephemeral.

* Cons
* Need to integrate the containers in the existing infrastructure.

* Need to create custom tools to run the jobs
* Orneed to manage multiple Slurm front-ends.

 Need a mechanism to create on-demand Container clusters.



3. Run containers as Jobs (i)

* Scenario
 Having an HPC cluster with its nodes installed and being able to run Jobs.
* Docker installed in all the working nodes.

* Tools

* The already installed tools.
* No need for extra tools? ... No

o Shifter

 Thatis not only focused on Docker, but in other container tools.
* Itis complex and loses the simplicity of Docker.



3. Run containers as Jobs (ii)

* Pros
* Do not need to change the current deployment.

* |tis possible to have a clean environment
* Avoids to install the libraries applications, etc. and leaves it inside the containers.

* |tis only needed to administer the HPC cluster.

* Cons
* Need to install Docker in all the nodes (the same than the other approaches).
* Need to integrate Docker with the Batch Queue System (e.g. Slurm).



Use cases

Integrating Docker with Slurm



Basic Use Case (i)

* Running a container in slurm is as easy as creating a script like the next one
and submitting to a queue

#! /bin/bash
Brun docker run --rm alpine hostname

* The srun command will spawn as may tasks as needed

* Problems
* Docker runs as root, and so the container will run as root

ubuntu@mcc-1d7731626129:~$ srun docker run --rm alpine sh -c 'id'
uid=0(root) gid=0(root) groups=0(root),1(bin),2(daemon),3(sys),4(adm),6(disk),10(wheel),11(flop|
uid=0(root) gid=8(root) grnupg =0(root),1(bin),2(daemon),3(sys),4(adm),6(disk),10(wheel),11(flop|

nmhuntufme~ 4477316828420 ..C



Basic Use Case (ii)

* We can use the ‘user namespace’ to make that the container runs under the
user that we want

ubuntu@mcE-idT?Eiﬁzﬁizg:~$ srun docker run --rm -u 1000:1000 alpine sh -c 'id'
uid=1000 gid=1ﬂﬂﬂ
uid=1000 gidzlﬂﬂﬂ

 But we do not have a home variable set...

ubuntu@mcc-1d7731626129:~5 1ls -1d SHOME

drwxr-xr-x 4 ubuntu ubuntu 4096 Feb 6 15:52 /homefubuntu

ubuntu@mcc-1d7731626129:~$ srun docker run --rm -u 1000:1000 alpine sh -c 'ls -1d SHOME'
drwxr-xr-x 1 root root 4096 Feb 6 15:55 /

drwxr-xr-x 1 root root 4096 Feb 6 15:55 /

nmhinntnAme~ 4AdTTa483£8490 .. .

* Then we can use the ‘mnt namespace’ to include the needed files

ubuntu@mcc-1d7731626129:~5 srun docker run --rm -v fetc/passwd:/etc/passwd:ro -u 1000:
1000 alpine sh -c 'ls -1d SHOME'

1s: fhome/ubuntu: No such file or directory

1s: fhome/ubuntu: No such file or directory

srun: error: mcc-1d7731626129-nodel: task ©: Exited with exit code 1

srun: error: mcc-1d7731626129-node2: task 1: Exited with exit code 1



Basic Use Case (iii)

 But we could not run applications because the home folder is not accesible

ubuntu@mcc-1d7731626129:~5 srun docker run --rm -v Jetc/passwd:/etc/passwd:ro -v fetc/
group: fetcfgroup:ro -v fhome:/home -u 1008:1000 alpine sh -c 'ls -1 SHOME'

total 4
-TWXIWXT - X 1 ubuntu ubuntu 53 Feb 6 15:35 submit.sh
total 4
“TWXTWXI-X 1 ubuntu ubuntu 53 Feb 6 15:35 submit.sh

* And now we are able to run sequential applications executed using Slurm

 The SO in the container was not the same than the one in the host

* Intheslides, it was Ubuntu as host OS and alpine as guest 0S, but we can get other
possibilities.

ubuntu@mcc-1d7731626129:~$ srun docker run --rm -u ‘id -u':'id -g° -v Jetc/passwd:/etc/passwd:ro
-v Jetc/group:/etc/group:ro -v /home:/home centos:7 bash -c 'cat /etc/redhat-release’

LCent0S Linux release 7.3.1611 (Core)

‘Cent0S Linux release 7.3.1611 (Core)

ubuntu@mcc-1d7731626129:~5 cat /fetc/issue

Ubuntu 16.04.1 LTS Y\n \1

« It enables the run of legacy applications that runs only under specific distributions.



Basic Use Case (iv)

* What happens in containers... stay in containers

ubuntu@mcc-1d7731626129:~% srun docker run --rm ubuntu bash -c 'apt-get -gqq update && apt-get -q
g install -y figlet > /dev/null && figlet hola mundo'
debconf: delaying package configuration, since apt-utils is not installed

I I S I
C SN LN N ~ g

0 G T G T A I A O | I O O B OO
I | Y PO I I VP | VY

debconf: delaying package configuration, since apt-utils is not installed

| | _ - .
NS N NN N
I O T O B { T T IO I I G
Y O VY A D I VPO I U O YO P U VPO I VY |
ubuntu@mcc-1d7731626129:~5 figlet
The program 'figlet' can be found in the following packages:
* figlet
* toilet

Try: sudo apt install <selected package>




Use Case with Custom Image (i)

* |f we want to have a custom environment for a set of applications, we can
create our Docker images using the Dockerfile concept.

 We can create a Dockerfile like this one

[§ROM ubuntu:16.04
RUN apt-get update && apt-get install -y octave

* Now we can build the image

ubuntu@mcc-1d7731626129:~% docker build . -t ubuntu-octave:16.04
Sending build context to Docker daemon 30.88 MB
Step 1 : FROM ubuntu:16.04
16.04: Pulling from library/ubuntu
Digest: sha256:71cd81252a3563a03ad8daee81047b62ab5d892ebbfbf71cf53415f29c130950
Status: Downloaded newer image for ubuntu:16.04
---> T49eec89601e
Step 2 : RUN apt-get update && apt-get install -y octave
---> Running in bfad47e341038

Get:1 http://archive.ubuntu.com/ubuntu xenial InRelease [247 kB]
fet*? httn*J/farchive vhuntin Fram/fnhintn venial -nndatese TnRaelease FM1A2 FRI



Use Case with Custom Image (ii)

 Consider the foIIowmg code for octave (called octavetest.m).

m = 1000F

n = ;::"'

args=argv():

if (nargin=0) m=str2num(args{1}); endif
if (nargin=>1) n=str2num(args{2}); endif
A = rand(m, n);

tic(); A*A'; toc()

tic(); B=A"*A; toc()

tic(); B*inv(B); toc()

* We can run it using the next script

#! /bin/bash

DGCKERFLAGS— - ${pwd] -v Jetc etc/passwd:ro -v Jfetc/group:
e ' ome $(1d u) ${1d -g)"

srun dncker run $DGCKEHFLHG ubuntu octave:16.04 octave -gf octavetest.m



Use Case with Custom Image (i

* We can submit the job using the Slurm commandline

ubuntu@mcc-1d7731626129:~5 sbatch octavetest.sh
submitted batch job 25
ubuntu@mcc-1d7731626129:~5 squeue

JOBID PARTITION NAME USER ST TIME NODES NODELIST(REASON)

25 debug octavete ubuntu R 0:02 1 mcc-1d7731626129-nodel
ubuntu@mcc-1d7731626129:~5 cat slurm-25.out

octave: X11 DISPLAY environment variable not set
octave: disabling GUI features

Elapsed time is 1.98852 seconds.

Elapsed time is ©.154721 seconds.

Elapsed time is ©.115976 seconds.

 But also we can use the Slurm allocation to make our runs.

ubuntu@mcc-1d7731626129:~5 salloc -N 1
salloc: Granted job allocation 28

ubuntu@mcc-1d7731626129:~$ srun docker run --rm -w S(pwd) -v Jetc/passwd:/etc/passwd:ro -v fetc/group:/etc

Jagroup:ro -v fhome:/home -u $(id -u):5(id -g) ubuntu-octave:16.04 octave -qf octavetest.m 10000 10000
octave: X11 DISPLAY environment variable not set

octave: disabling GUI features

Elapsed time is 11.8729 seconds.
Elapsed time is 13.8787 seconds.
Elapsed time is 49.8611 seconds.
ubuntu@mcc-1d7731626129:~5 exit

salloc: Relingquishing job allocation 28



Use Case with Custom Image (iv)

* About performance

* These executions do not pretend to be an exhaustive test.
 They are just part of a quick and dirty comparison to get an idea of how are containers doing.

* As expected, the order of the execution time do not vary between containers and the

native solution.
ubuntu@mcc-1d7731626129:~5 srun docker run --rm -w ubuntu@mcc-1d773162612%:~5 octave -gqf octavetest.m 184
octave: X11 DISPLAY environment variable not set octave: X11 DISPLAY environment wvariable not set
octave: disabling GUI features octave: disabling GUI features
Elapsed time is 12.4211 seconds. Elapsed time is 13.5062 seconds.
Elapsed time is 13.1847 seconds. Elapsed time is 13.7096 seconds.
Elapsed time is 57.6073 seconds. Elapsed time is 60.2141 seconds.
ubuntu@mcc-1d7731626129:~5 srun docker run --rm -w ubuntu@mcc-1d7731626129:~5% octave -qf octavetest.m 160
octave: X11 DISPLAY environment variable not set octave: X11 DISPLAY environment variable not set
octave: disabling GUI features octave: disabling GUI features
Elapsed time is 13.0039 seconds. Elapsed time is 13.3397 seconds.
Elapsed time is 13.3993 seconds. Elapsed time is 13.7919 seconds.
Elapsed time is 56.3374 seconds. Elapsed time is 60.5629 seconds.
ubuntu@mcc-1d7731626129:~5 srun docker run --rm -w ubuntu@mcc-1d7731626129:~% octave -qf octavetest.m 1600
octave: X11 DISPLAY environment variable not set octave: X11 DISPLAY environment variable not set
octave: disabling GUI features octave: disabling GUI features
Elapsed time is 13.225 seconds. Elapsed time is 13.3826 seconds.

Elapsed time is 13.4808 seconds. E}apSEd time iS 15.839 secondg.



Legacy application use case (i)

* Docker is a mechanism to
redistribute applications.

* The applications are well installed,
along with their dependencies.

* |tis possible to reproduce runs.

* Developers (and users) make their
applications available in Dockerhub.

* An example is OpenFoam.
* |tis currently suggested to be used
from its Docker image.

* Both from openfoam.com and
openfoam.org

OpenFOAM® Installation on

OpenCFD Limited uses Docker Hub to distribute pre-compiled v
including a complete development environment.

Docker containers enable binaries compiled on a given Linux en
degradation. Docker also operates on Windows and Mac X

An image of OpenFOAM+ contains binaries and source code. T

A complete development environment to compile local modific
A consistent behaviour of the OpenFOAM+ across all platfor

Check if your (Linux or Windows or Mac OS X) system is suppo

Installing Docker

Please follow the instructions on hitps://docs.dock
On Ubuntu 15.10 (and above):

sudo apt-get install docker-engine
sudo service docker start

Download v4.1 | Linux

Linux Distributions

penFOAM 4.1is
compil hthe

It is packaged for Ubuntu 14.04, 16.04
and 16.10 but can be ins f

ed on 64 bit distributions of Linux u Docl 0 id

SuSE Linux Enterprise Server (SLES)

openSuSE, on 13+

Debian, version 8+

Note: simply install the native packaged version for Ubuntu 14.04LTS, 16.04LTS and 16.10.

Step 1: Before Installing Docker

1. Ensure that your version of Linux operati
check the version of Linux kerr

r requires superuser password authentication tc cute the following

vith sude. If in doubt, talk to your ministrator.
3. Ensure you have a network connection to dow /iahttp (s).

Step 2: Installing Docker



Legacy application use case (ii)

* We are able to use the home folder and run containers using the credentials
of the user, so we can run applications that use the content from our home.

* Running OpenFoam consists in prepending and adapt all the ‘docker’
commandline shown in the previous case.

M1 /bin/bash
cd SHOME/runfcavity

srun docker run --rm --entrypoint '/bin/bash' -w "S(pwd)" -v Jetc/passwd: fetcfpaﬁﬁwd ro -v fetcf
group: fetcfgrnup ro -v fhome:/home -u 5(id -u):5(id -g) openfoam/openfoam4-paraviewsd -c .

Jopenfoamd /etc shrc

.,:._'-

* And submit it to the queue

ubuntu@mcc-1d7731626129:~5 sbatch submit.sh
Submitted batch job 19
ubuntu@mcc-1d7731626129:~% squeue
JOBID PARTITION NAME USER ST TIME NODES NODELIST(REASOMN)
19 debug submit.s  ubuntu R 0:03 1 mcc-1d7731626129-nodel
ubuntu@mcc-1d7731626129:~5 tail -n 3 slurm-19.out

End






