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AlmaLinux in the HPC 
world.

Notas del ponente
Notas de la presentación
Hi everyone — thanks for being here. Quick housekeeping: I'm benny, I'm at AlmaLinux, and the next hour is what AlmaLinux looks like for HPC right now. About fifty minutes of content, then ten minutes for your questions, because the people in this room are the ones running this stuff in production and your questions are always the most useful part of any conference talk. Big thank you up front to Sie Ladon — they're the sponsor that made it possible for me to be here, and you'll hear me thank them again at the end.



opening

hi, I'm benny. Many years as a sysadmin.
Many years as a community builder.
Many years around open source.
Many years a lover of Star Wars.
Many years a lover of sci-fi.

Notas del ponente
Notas de la presentación
Two-second intro and then I'm getting out of my own way. Many years as a sysadmin, many years as a community builder, many years around open source, lover of Star Wars and sci-fi forever. That's me. Whole talk's actually about you — the people running clusters — so let's get into it.



opening

Where we're going.

01 Opening — hi, I'm benny

02 AlmaLinux OS 101

03 AlmaLinux OS 10 & Kitten

04 ELevate & migration paths

05 The HPC stack — kernels, drivers, accelerators

06 Real-world HPC deployments & TOP500

07 AlmaLinux OS vs RHEL / Rocky / SUSE / Ubuntu

08 HPC SIG, call to action, wrap

09 Q&A — your turn your 
turn

Notas del ponente
Notas de la presentación
Quick map of where we're going. 



AlmaLinux OS 
101.

Notas del ponente
Notas de la presentación
The reason I want to cover this up front is that if you're going to trust an OS on a production cluster for the next ten years, you should know exactly what you're trusting and who's behind it.



the centos moment

December 2020.

The unspoken contract. AlmaLinux OS Rocky Linux

Notas del ponente
Notas de la presentación
You all lived through this. December 2020, Red Hat said CentOS Linux was being discontinued and CentOS 8 would lose updates at the end of 2021 — almost a decade earlier than the original commitment. A lot of you in this room had a really bad week figuring out what that meant for hundreds, sometimes thousands, of compute nodes. That moment broke a tacit contract the HPC and research-computing world had been quietly relying on: a free, RHEL-compatible enterprise Linux you could deploy at scale without per-node licensing. Two community projects formed in response. AlmaLinux, founded by CloudLinux, immediately spun out into a non-profit. And Rocky Linux. I'm not going to dwell on the drama — the audience knows the story. The reason I bring it up is to anchor why governance is the thing I want you to care about most in the next few slides.



what AlmaLinux OS is today

A free, open-source, RHEL-compatible 
enterprise Linux.

AlmaLinux OS 
Foundation

Diverse sponsorship ABI-compatible with 
RHEL

Releases on time

Notas del ponente
Notas de la presentación
So what is AlmaLinux today, in plain language. It's a free, open-source, RHEL-compatible enterprise Linux. It's built and stewarded by the AlmaLinux OS Foundation — a US 501(c)(6) non-profit, board elected by members. CloudLinux donated the project and the trademark to the foundation in 2021. Nobody owns it now. Funded by a diverse set of sponsors and members across the ecosystem — hardware vendors, cloud providers, hosting companies, end-user organisations — and no single sponsor controls the roadmap. ABI-compatible with RHEL means anything certified or built for RHEL of the same major version runs unmodified on AlmaLinux. That's the importance of a community-controlled non-profit foundation. If you're going to push back on me, this is where you'll do it — how do I know you'll still exist in five years. Fair question. The answer is foundation governance, multiple sponsor funding, real production use at large institutions, and a track record now of multiple major releases on time.



how it gets built

Public pipeline. Public errata. Public source.

AlmaLinux OS 8 & 9 are downstream rebuilds of RHEL 
sources. 10 is built from the same place RHEL 10 comes 
from — CentOS Stream 10.

Build pipeline. AlmaLinux Build System — open source, 
reproducible, signed packages, public build logs at 
build.almalinux.org.

Supply chain. SBOMs & signed metadata help build trust with 
our users.

Errata. Public CVE tracking at errata.almalinux.org.

$ rpm -K alma-srpm.rpm $ curl errata.almalinux.org/10/\ ALSA-

2026-0142.json | jq .cve "CVE-2026-31431" $ git clone git.almalinux.org/\

rpms/kernel 

Notas del ponente
Notas de la presentación
Eight and nine are downstream rebuilds of RHEL sources. AlmaLinux OS 10 is built directly from CentOS Stream 10 — the same place RHEL 10 comes from. Our build pipeline is the AlmaLinux Build System — open source, reproducible builds, signed packages, public build logs. SBOMs and supply-chain transparency are part of our 2026 roadmap. Errata are public — you can browse every CVE we've ever shipped a fix for at errata.almalinux.org. If you've ever had to defend an OS choice to a security or compliance team, the answer to 'can you prove what's actually in your distro' really matters. We're opinionated about that being publicly auditable.



architectures — much more than x86_64

Five architectures. One distribution.

x86_64 aarch64 ppc64le s390x riscv64

AlmaLinux OS 10 keeps x86_64-v2; Kitten 10 keeps i686 userspace. Older hardware the upstream wrote off still has a real path 
forward.

Notas del ponente
Notas de la presentación
This one matters to this audience more than to most. Officially supported: x86_64, aarch64, ppc64le, s390x. We're building riscv64 builds tracking the development cycle. Two things specifically for HPC. AlmaLinux OS 10 keeps x86_64-v2 support — RHEL 10 dropped it. And Kitten 10 has i686 userspace. Older hardware that the upstream wrote off still has a real path forward on AlmaLinux. If you're running 2014-era Westmere or Sandy Bridge fat nodes that you really don't want to retire — AlmaLinux is the distribution that decided your hardware still matters.



lifecycle

Ten years of support.

'26

AlmaLinux 8 support thru May 2029 →

AlmaLinux 9 support thru May 2032 →

AlmaLinux 10 support thru 2035 →

↑ today (May 2026)

Notas del ponente
Notas de la presentación
Eight is supported through May 2029. Nine through May 2032. Ten through 2035 — that's a full ten-year window. Worth saying out loud: ten years is longer than most HPC procurement cycles. You can plan a cluster around AlmaLinux OS 10 and reasonably expect the OS to outlive your hardware. There's no paid tier for AlmaLinux OS. But if you need commercial support — we have partnered with some of the best in the industry, and they know the OS well because they contribute directly to it.



compatibility means freedom

"Compatibility"

"freedom"

Notas del ponente
Notas de la presentación
This is the bit I really want you to take away from this section. The word compatibility is what we promise. The thing we actually deliver is freedom — freedom to run any RHEL-targeted vendor stack, freedom to keep the older nodes you already own. Skeptical admins want to know — can a community rebuild keep me secure as fast as RHEL? Honest answer is yes. Sometimes faster. Let me show you the receipts on the next slide.



proof, not slogan

Patched first, every time it matters.

CVE-2026-31431 "Copy Fail" Linux kernel local privilege escalation Apr 29, 2026 May 1, 2026 first

CVE-2024-6387 regreSSHion OpenSSH remote code execution Jul 1, 2024 Jul 1, 2024 (same day) +2 days

CVE-2023-20593 Zenbleed AMD Zen2 register leak Jul 24, 2023 Jul 27, 2023 +~7 wks

CVE-2025-26465 OpenSSH client MITM Feb 18, 2025 Early Mar 2025 (ALSA-2025:6993)

rsync ×6 Six rsync CVEs at once Jan 14, 2025 Jan 17, 2025 (Kitten 10) same week

errata.almalinux.org

Notas del ponente
Notas de la presentación
This list is the proof, not the slogan. Most recent example — Copy Fail, the kernel privilege-escalation flaw disclosed Wednesday. Last week we shipped patched kernels Friday, May 1. Red Hat's official patch was still in flight. We don't begrudge them their timeline — they are serving their community. But our freedom means that we can serve our community without having to wait for RHEL. Every supported AlmaLinux release was protected first. regreSSHion, the OpenSSH RCE in July 2024 — we shipped same day, RHEL was two days later. Zenbleed, the AMD Zen2 register leak in 2023 — our microcode update was July 27, RHEL released the same fix September 12 and 19, almost two months later. And we send fixes back upstream too — bzip2, glibc, others — so the same patch later lands in CentOS Stream and RHEL.

https://errata.almalinux.org/
https://errata.almalinux.org/


AlmaLinux OS 
10 & Kitten.

Notas del ponente
Notas de la presentación
I've mentioned Kitten a couple times, but I want to dig into it a bit more, and talk about what HPC sites actually get from it and AlmaLinux OS 10.



AlmaLinux OS 10 — "Purple Lion"

The release your cluster planning is going to 
hang on.

6.12 LTS Frame pointers on by default x86_64-v2 maintained

SPICE & remote graphics Secure Boot signing chain kernel-rt variant

Notas del ponente
Notas de la presentación
Kernel 6.12 LTS — modern enough for current accelerators and fabrics, conservative enough to be patched for a decade. Frame pointers on by default — I'll spend a slide on that next, because for HPC profiling it's quietly the biggest win in this release. x86_64-v2 maintained as a supported variant — older Xeon and EPYC nodes that won't work with RHEL 10 remain first-class citizens here. SPICE and additional desktop and remote-graphics packages maintained where RHEL 10 dropped them — useful for visualisation nodes. Secure Boot signing chain published, keys documented for sites that need to enrol them. And a real-time kernel variant for sites doing tightly latency-bound work.



the quiet huge win

Frame pointers, on by default.

[root@n042 ~]# perf record -g -- ./mpi_run.sh [root@n042 ~]# perf report --stdio | head 42.18% mpi_run _dgemm_kernel_AVX512 | ---

_dgemm_kernel_AVX512 cblas_dgemm conv_layer_forward main 14.02% mpi_run __memcpy_avx512_unaligned

Notas del ponente
Notas de la presentación
Starting in AlmaLinux 10, frame pointers are enabled by default. This is the slide for the people who actually run perf and eBPF and parca and async-profiler — the people who care about where the time is going on a compute node. On a stock AlmaLinux OS 10 box, you can use perf to get usable stack traces, in production, without a special debug kernel. For HPC specifically this is the line item that pays for itself the first time you have a regression and you actually need to find it. Phoronix did testing just after our 10.0 release and showed that this had negligible impact on the overall operation of the OS.



Kitten 10 — the upstream development distro

Discover next year's problems this year.

Rolling preview, derived directly from CentOS Stream 10 .

Fresh ISOs every 3 months; package updates land 
continuously.

Test driver stacks, kernel modules & integration code against 
what AlmaLinux OS 10 will look like in 6–12 months.

Front door for contribution. Patches and features land here 
first.

1× spare node

N× compute

CI

Notas del ponente
Notas de la presentación
All of that work was first released in our direct upstream — AlmaLinux OS Kitten. Derived directly from CentOS Stream 10, Kitten is the development distro of AlmaLinux. We ship fresh ISOs every three months. For HPC operators, this is the answer to a question you don't always know to ask — how do I find out next year's incompatibilities this year? Put Kitten on a single test node, point your build pipeline at it, and discover what's coming. It's also the front door for contribution — patches and features land here first and trickle down. If you operate a cluster and you have one spare node, this is the highest-leverage place to put it.



ELevate & 
migration.

Notas del ponente
Notas de la presentación
So now let's talk about everyone's worst pain point: migrations and major version upgrades, including some exciting changes that happened in November of last year.



ELevate, briefly

Our fork of LEAPP. Cross-distro. Cross-major-
version.

Origin. Fork of Red Hat's LEAPP, extended for cross-
distribution upgrades inside the RHEL family.

Original purpose. In-place migrate CentOS 6 / 7 / 8 to a 
chosen RHEL derivative.

Now also. In-place upgrade major versions (8→9, 9→10) 
within that derivative.

Free, open source, scriptable — the difference between a 
project and a parade when you're moving thousands of 
nodes.

almalinux.org/elevate

→ AlmaLinux OS 8 / 9 / 10

Notas del ponente
Notas de la presentación
ELevate, briefly. Our fork of Red Hat's LEAPP tool, extended to do cross-distribution and cross-major-version upgrades inside the RHEL family. Original purpose was to in-place migrate CentOS 6, 7, and 8 to a chosen RHEL derivative. Then to in-place upgrade major versions — 8 to 9, 9 to 10. Free, open source, scriptable. That last word matters. When you're migrating a fleet of hundreds or thousands of compute nodes, the difference between a manual procedure and a scriptable one is the difference between a project and a parade.

https://almalinux.org/elevate
https://almalinux.org/elevate


what changed in November 2025

Nov 2025: LEAPP 0.23.0 landed.

Native CentOS Stream & AlmaLinux OS support 
upstream. Rocky paths retired.

Notas del ponente
Notas de la presentación
What changed in November 2025. LEAPP 0.23.0 added native CentOS Stream support upstream, and the LEAPP team also accepted the patches to support AlmaLinux directly. Less divergence to maintain. Better for everyone. As of that release, ELevate no longer maintains migration tooling to or from Rocky. To be precise — because I know this gets misread — you can still migrate from Rocky to AlmaLinux. What was retired was our continued maintenance of the inverse direction.



example migration playbook for an HPC site

Test first. Pin your stack. ELevate the OS. Re-
evaluate.

01 Always test first.

02 Pin the stack.

03 Roll the fleet.

04 Re-evaluate.

HONEST 
ADVICE

Still on CentOS 7? You're running a security-unsupported OS, EOL for two years. ELevate is the cheapest path off — land on something with a ten-year horizon.

Notas del ponente
Notas de la presentación
Migration playbook for an HPC site. Stage on Kitten and a single staging node first. Always. Treat the OS migration as separate from your scheduler, MPI, and driver migration — pin those, then update the OS, then re-evaluate. For large fleets, we have seen widespread success when the admins use automation — ELevate is easily scriptable through Ansible, Salt, whatever you already use. CERN published their experience. Several university clusters have written it up publicly. My honest advice — if you're still on CentOS 7, you are running a security-unsupported OS that's been EOL for two years. ELevate is likely the cheapest path off, and if you're going to do it once, you might as well land on something with a ten-year horizon.



The HPC stack.

Notas del ponente
Notas de la presentación
This is the technical heart of the talk — the layers you actually wrestle with, and what AlmaLinux does to make each one less painful.



kernel & kernel modules

kABI stable. Signing keys public. RT variant 
available.

Kernel 6.12 LTS 5.14-based kABI within a major kernel-rt

Notas del ponente
Notas de la presentación
Kernel and kernel modules. AlmaLinux OS 10 ships kernel 6.12 LTS. AlmaLinux OS 9 ships the 5.14-based RHEL 9 kernel with steady backports. kABI compatibility within a major version means out-of-tree drivers built against the kernel-devel package keep working across point releases — critical for proprietary GPU and fabric drivers. Module signing keys are published — enrol via MOK for Secure Boot environments, or sign your own modules with your site's key. A kernel-rt real-time variant is available for sites doing tightly latency-bound work.



re-enabled hardware

+ 140 PCI IDs

unmaintained 

Practical translation: 

aacraid

be2iscsi

be2net

hpsa

lpfc

megaraid_sas

mlx4_core

mpt3sas / mptsas

qla2xxx

qla4xxx

Notas del ponente
Notas de la presentación
RHEL 9 deprecated driver support for a long list of older controllers that were especially widely used in three of our biggest community segments: research, webhosting, and home users. We brought them back, and maintain patches that move 140-plus PCI IDs from RHEL's disabled list into an unmaintained list and keep the drivers loadable. The drivers covered are the ones you actually have in production — aacraid, be2iscsi, be2net, hpsa, lpfc, megaraid_sas, mlx4_core, mpt3sas, mptsas, qla2xxx, qla4xxx. Practical translation — if your cluster has 2014 to 2018 era storage HBAs, FC fabric, or first or second generation Mellanox InfiniBand, AlmaLinux keeps them working into 9 and 10. RHEL doesn't. This is just one of the practical answers to 'why pick AlmaLinux over RHEL' for a lot of HPC sites — we're the distribution that reacted when you told us that your hardware costs mattered.



GPUs & accelerators

Vendors target RHEL. AlmaLinux is RHEL-
compatible. The stacks just work.

NVIDIA · NEW in 2026

CUDA + driver, 
shipped by us

blog · Mar 9, 2026

ROCm oneAPI · Level Zero · 
Gaudi

BlueField · Pensando

Notas del ponente
Notas de la presentación
GPUs and accelerators. Big update on the NVIDIA side: as of March this year, AlmaLinux ships the NVIDIA driver and CUDA stack ourselves. The blog post is on the slide if you want the receipts. We're now a direct distribution channel for those packages, which means you install drivers and CUDA from AlmaLinux repositories — no extra repo to add, no version skew to manage, and updates land on our errata cadence. ELRepo is still there if you prefer it. AMD ROCm — RHEL-compatible packages install on AlmaLinux unchanged. Intel oneAPI and Level Zero — Intel's RHEL repos work on AlmaLinux. The Intel Gaudi stack publishes RHEL-compatible packages too. DPUs and SmartNICs — BlueField, Pensando — kernel-side drivers track upstream and vendor stacks publish RHEL-compatible RPMs.

https://almalinux.org/blog/2026-03-09-almalinux-and-nvidia-streamline-driver-and-cuda-updates/
https://almalinux.org/blog/2026-03-09-almalinux-and-nvidia-streamline-driver-and-cuda-updates/


fabrics & schedulers

Slurm, OPA, OFED, OpenHPC — all build clean.

fabrics

NVIDIA OFED & DOCA — RHEL-versioned packages install 
on AlmaLinux. In-kernel rdma stack also works.

Cornelis OPA — RHEL-versioned packages target AlmaLinux 
without modification.

UCX, libfabric, MPICH, OpenMPI — build cleanly from EPEL 
or source against 9 / 10.

schedulers & middleware

Slurm — SchedMD & OpenHPC publish RPMs targeting 
AlmaLinux.

OpenPBS, LSF, HTCondor — RHEL-compatible builds install 
on AlmaLinux.

OpenHPC 3.x — officially supports AlmaLinux as a build 
target. Stand up a cluster with the OpenHPC recipe.

Notas del ponente
Notas de la presentación
Fabrics, schedulers, middleware. NVIDIA OFED and DOCA — RHEL-versioned packages install unchanged. The community in-kernel rdma stack also works for sites that prefer it. Cornelis OPA — same story. UCX, libfabric, MPICH, OpenMPI — all build cleanly from EPEL or source against 9 and 10. Slurm — both SchedMD and OpenHPC publish RPMs targeting AlmaLinux. OpenPBS, LSF, HTCondor — RHEL-compatible builds install unchanged. And OpenHPC 3.x officially supports AlmaLinux as a build target, which means you can stand up a cluster using the OpenHPC recipe with AlmaLinux as the base OS.



toolchain versions at a glance

The tools HPC codes actually build against.

AlmaLinux 9.8 beta AlmaLinux 10.2 beta

GCC (default) 11.5 14.3 13.2 11.2 12.2 14.2 7.5 (legacy wrapper)

GCC (highest in base) 15.x via gcc-toolset-15 15.x via gcc-toolset-15 13.2 12.x 12.2 14.2 15.2 via gcc15

gfortran
tracks GCC default + 
toolset

tracks GCC default + 
toolset 13.2 11.2 12.2 14.2 tracks GCC

Rust 1.92 1.94 1.75 1.75 (x86_64 only) 1.63 1.85 1.92 via updates

Go 1.25 1.25 1.22 1.18 1.19 1.24 1.25 via updates

CMake 3.31 3.30 – 3.31 3.28 3.22 3.25 3.31 3.28

LLVM / Clang llvm21 (optional) 22 (via c10s) 18 14 14 19 19 via updates

Python (default) 3.9 + 3.11 + 3.12 3.12 (+ 3.14 available) 3.12 3.10 3.11 3.13 3.6 (+ 3.11 / 3.12)

OpenMPI via HPC SIG / EPEL via HPC SIG / EPEL 4.1.6 4.1.2 4.1.4 5.0.7 4.1.6 (5.0 available)

MPICH via HPC SIG / EPEL via HPC SIG / EPEL 4.2.0 4.0 4.0.2 4.2.1 4.1.2

Notas del ponente
Notas de la presentación
Let me put up the toolchain numbers because this is the question every porting engineer has when they evaluate a distribution. What versions of GCC, Rust, Go, CMake, LLVM, Python, MPI do I actually get. Highlights — AlmaLinux 9.8 beta gives you GCC 11.5 default with 15.x available via gcc-toolset-15. AlmaLinux 10.2 beta gives you GCC 14.3 default, again with 15.x via toolset. Rust is recent — 1.92 and 1.94. Go is 1.25 across both. CMake 3.30 and 3.31. LLVM 21 optional on 9, LLVM 22 via Stream on 10. Python 3.12 default, 3.14 available on 10. OpenMPI and MPICH live in our HPC SIG and EPEL repositories. Compare that to the row beside — most stable distributions are a major or two behind on the language toolchains. If your code wants modern compilers, AlmaLinux is competitive.



containers & reproducible environments

Apptainer, Podman, Spack, EasyBuild — and 
an x86_64-v2 EPEL.

Apptainer (formerly Singularity) — EPEL packages work out of the box. Dominant choice for HPC user-space containers.

Podman — ships in the base repos. Useful for service-side containers on login & admin nodes without a Docker daemon.

Spack & EasyBuild — both work on AlmaLinux without special handling. Spack's CI matrix includes AlmaLinux explicitly.

i NOTE
Sounds small, but isn't: x86_64-v2 EPEL build for AlmaLinux OS 10.

Notas del ponente
Notas de la presentación
Containers and reproducible environments. Apptainer — formerly Singularity — EPEL packages, works out of the box, dominant choice for HPC user-space containers. Podman shipped in our base repos — useful for service-side containers on login and admin nodes without needing a Docker daemon. Spack and EasyBuild are language-agnostic and both work without special handling. Spack's CI matrix includes AlmaLinux explicitly. And one detail that sounds small but really isn't — I mentioned that we build an AlmaLinux version for x86_64-v2, but what good is that support without EPEL in the enterprise linux world? Almost nothing, so we talked to the EPEL folks and ensured that this would work. We also build and ship EPEL. If you have a heterogeneous cluster with a 2018-era login node and 2024 compute nodes, you don't have to maintain two repos for one cluster.



photograph this slide

Why HPC sites pick AlmaLinux OS.

ABI-compatible with 
RHEL.

Free at point of use. 10-year lifecycles. Multi-arch first-class.

HPC-quality kernel 
defaults.

Open governance. A formal home for HPC concerns.

Notas del ponente
Notas de la presentación
If you remember nothing else from my talk today, this is the list I want you to walk away with. ABI-compatible with RHEL — every vendor stack you already use just works. Free at point of use, no per-node licensing. Ten-year lifecycle. Multi-arch first-class, with x86_64-v2 retained where RHEL 10 dropped it. HPC-quality kernel defaults — frame pointers on, kABI stable, real-time variant available. Open governance — non-profit foundation, member-elected board, no single sponsor controls the roadmap. And a formal home for HPC — the HPC and AI SIG exists, meets, has open membership. Your problems have a place to go.



Real-world 
deployments.

Notas del ponente
Notas de la presentación
So now let's talk about some of the incredible places that AlmaLinux is being used. Let me drop the abstraction and name names where I can.



TOP500 growth

From 4 to 9.
4 4

5
6

7
8 8

9

Nov '25 ↓

Notas del ponente
Notas de la presentación
The headline of this talk is that adoption is growing. The TOP500 is the cleanest public number we have. June 2022, AlmaLinux's first TOP500 appearance — four ranked systems. November 2025, the current list — nine ranked systems across seven sites in four countries. More than doubled in three and a half years, in a population that turns over slowly. Off the TOP500 the curve is similar — CERN standardised on AlmaLinux post-CentOS 7, Fermilab and other national-lab adjacent sites have it in production, and a long tail of university and research-computing centres in Europe and North America have published migrations.



AlmaLinux OS on TOP500 #66 · November 2025

Nine systems. Seven sites. Four countries.

58 Helma RRZE Erlangen Germany 9.5 32.2 49.5 MEGWARE

73 Capella TU Dresden, ZIH Germany 9.4 24.1 54.1 MEGWARE

87 Fir (GPU) Simon Fraser U. / DRA Canada Canada 9 20.0 42.0

141 Lem Wrocław Centre for Networking & SC Poland 9.3 12.8 —

221 Rorqual (GPU) Calcul Québec / Compute Canada Canada 9.5 7.0 30.5

274 Rorqual (CPU) Calcul Québec / Compute Canada Canada 9.5 5.1 —

322 Alex RRZE Erlangen Germany 8.5 4.0 22.5 MEGWARE

350 Fritz RRZE Erlangen Germany 8.5 3.6 5.3 MEGWARE

437 Terabit HPC Bubble INFN-CNAF Italy 9 2.9 —

Four of these nine systems were built by MEGWARE — Helma, Capella, Alex, Fritz.

Notas del ponente
Notas de la presentación
Here's the breakdown. TOP500 list 66, November 2025. Highest-ranked AlmaLinux system — Helma at the Erlangen Regional Computing Centre, rank 58, doing 32.2 petaflops on EPYC plus NVIDIA H200. Energy-efficiency story is strong — Capella at TU Dresden ZIH and Helma both come in around 50 GFlops per Watt. Erlangen has been running AlmaLinux on TOP500 systems continuously since 2022 — they're now on three ranked systems. And while we're naming names — four of these nine systems were built by MEGWARE, who are one of our biggest supporters and a sponsor of AlmaLinux: Helma, Capella, Alex, and Fritz, all in Germany. Big thanks to MEGWARE for the work. For me, that continuity is the more interesting story than the count. The point isn't the number nine. The point is who's running it — serious national research-computing centres in Germany, Canada, Italy, Poland. The people doing the work this conference is about.



beyond the TOP500

Where else AlmaLinux OS is doing real work.

CERN Fermilab & others Research-computing 
centres

AWS · Azure · GCP · 
Oracle · OpenStack

Notas del ponente
Notas de la presentación
Beyond the TOP500. CERN standardised on AlmaLinux as their CentOS 7 replacement — both 9 and 10 are in production across various subsystems, with RHEL running in parallel where appropriate. Fermilab and other US national-lab adjacent sites have it deployed across various clusters and services. University HPC centres across Europe and North America — numerous published migrations from CentOS 7 to AlmaLinux OS 8 and 9. And on the cloud side, AlmaLinux is a first-class image on AWS, Azure, GCP, Oracle Cloud, and major OpenStack public clouds — relevant for hybrid and burst-to-cloud HPC. I'm not going to name every site running AlmaLinux at scale because that would be a very long list indeed. Short version — the largest scientific computing organisations in Europe and North America have AlmaLinux running in production.



The neighbours.

Notas del ponente
Notas de la presentación
Here I want to address one of the common questions that comes up in a very fair way: what is the difference between AlmaLinux and the other options out there. This matrix isn't HPC-specific — it's the full lineup, because the questions you're asked about an OS choice rarely stay neatly inside the HPC bubble. Forever-free, with no subscription fees and no eval limits — AlmaLinux, Ubuntu, Debian, Rocky tick that box, RHEL only partially. 1:1 RHEL binary compatibility — AlmaLinux, RHEL, Rocky. Non-profit community governance with an elected board — AlmaLinux is a 501(c)(6) foundation; Rocky's own FAQ confirms they're not a non-profit; Ubuntu is Canonical, RHEL is Red Hat. Six supported architectures including RISC-V and x86_64-v2 — only us. In-place major version upgrades via ELevate — only us. FIPS 140-3 validated and on the NIST active list — only RHEL and AlmaLinux. 140-plus restored legacy drivers — only us. Ten-year support lifecycle — RHEL and AlmaLinux. Ubuntu and Debian give you five. Rocky gives you ten if you stay current.



the neighbours

An honest comparison
AlmaLinux

Forever free, no subscription
✓ ~ ✓ ✓ ✓ ~

1:1 RHEL binary compatibility
✓ ✓ ✗ ✗ ✓ ✗

Non-profit, community governance
✓ ✗ ✗ ✓ ✗* ✗

Supported architectures

In-place major version upgrades
✓ ✗ ✗ ✗ ✗ ✗

FIPS 140-3 validated
✓ ✓ ✗ ✗ ✗ ✓

140+ legacy drivers restored
✓ ✗ ✗ ✗ ✗ ✗

10-year support lifecycle

resf.org/faq/is-resf-nonprofit almalinux.org/elevate almalinux.org/certification

Notas del ponente
Notas de la presentación
If you're excited to see where AlmaLinux goes from here in the HPC world, the HPC and AI SIG is your place to start.

https://resf.org/faq/is-resf-nonprofit
https://resf.org/faq/is-resf-nonprofit
https://resf.org/faq/is-resf-nonprofit
https://resf.org/faq/is-resf-nonprofit
https://resf.org/faq/is-resf-nonprofit
https://almalinux.org/elevate
https://almalinux.org/elevate
https://almalinux.org/certification
https://almalinux.org/certification


HPC SIG. Plug in.

Notas del ponente
Notas de la presentación
The HPC and AI SIG launched May 2024. Special interest group within AlmaLinux focused on HPC and AI workloads. Charter includes HPC-specific package builds, kernel tuning recipes, accelerator stack integration testing, OpenHPC collaboration. Open membership — you don't need to be employed by anyone in particular. Public meetings, public agendas, public minutes. Active right now — ARM and aarch64 testing, accelerator validation matrices, container and Apptainer integration, scheduler packaging. If a formal home for HPC concerns inside an enterprise Linux distro is something you've been wanting for years — this is it. I'll also be honest about this one — we all know how volatile the job market can be, and open source lives and breathes on the constant support of the users that rely on it. This SIG has gotten very little support since the founder of it had to move on due to a career change, so if you have interest in making your company a sponsor or contributing engineering time, please find me afterward.



the HPC and AI SIG

Launched May 2024. Open membership. 
Public everything.

Charter: HPC-specific package builds, kernel tuning recipes, accelerator stack integration testing, OpenHPC collaboration.

Open membership. You don't need to be employed by anyone in particular.

Public meetings, agendas, minutes. Nothing happens behind closed doors.

Active right now: ARM/aarch64 testing, accelerator validation matrices, container/Apptainer integration, scheduler packaging.

Inside an enterprise Linux distro that is genuinely accountable to the people who run it.

Notas del ponente
Notas de la presentación
Four doors to plug in. The wiki page is the hub — wiki dot almalinux dot org slash sigs slash HPCandAI. Mailing lists and Mattermost channels — links on the wiki. Monthly meetings, open to anyone — bring use cases, bring problems, bring the weird hardware you can't get to work anywhere else. The easiest first contribution is to file an issue describing a hardware-software combination that doesn't behave the way you expect with reproduction steps. That alone makes the project better.



how to plug in

Four doors. Pick one.

wiki.almalinux.org/sigs/HPCandAI Mailing lists & 
Mattermost

Quarterly meetings File an issue

Notas del ponente
Notas de la presentación
So it all comes down to this for us. AlmaLinux is a credible, free, RHEL-compatible enterprise Linux with a ten-year lifecycle, a non-profit governance model, and active investment in HPC-specific concerns. AlmaLinux exists because a community of operators decided they wanted an enterprise Linux they collectively governed. The HPC and AI SIG exists because that community decided HPC was important enough to formalise. If you run HPC infrastructure, you have a seat at that table whenever you want it. No drama, just Linux.



the motivator for our leadership team

No drama, 
just Linux.



thank you

Questions?
find me

social.linux.pizza/@benny
@bennyvasquez
benny@almalinux.org

plug in

wiki.almalinux.org/sigs/HPCandAI
errata.almalinux.org
almalinux.org

special thanks · sponsor

Sie Ladon

Notas del ponente
Notas de la presentación
Q&A time. I'll repeat each question before answering — the room and the recording will thank you. If I don't know, I'll say so, and follow up via the SIG mailing list. Find me on social.linux.pizza, I'm at benny@almalinux.org, and the SIG wiki page is the best entry point to plug in. One more thank-you before we open it up — Sie Ladon are the sponsor that brought me to Ibiza for HPC Admintech 2026. Their support is the reason this talk exists in the room you're sitting in, and I'm grateful to them. I'll be in the hallway and at the AlmaLinux table for the rest of the day — please come find me.
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